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Abstract

Mobile devices have become an integral part of our daily lives in recent years. As a result, a significant body
of research has been devoted to ensuring the quality of mobile applications, with particular emphasis on their
reliability and energy efficiency.

To validate the Ul-driven functional requirements of mobile applications, researchers have proposed various
automated methods, with Model-Based Testing (MBT) being a notable example. However, most of these
solutions focus solely on the inputs to the System Under Test (SUT), without proper validation of its responses.
At the same time, energy efficiency has become a major research focus due to the substantial impact of power
consumption on the performance of mobile devices. Nevertheless, existing approaches tend to address only
one of these important aspects of application quality.

To address these gaps, our research explores both model-based testing for mobile applications and power-
consumption analysis. Specifically, we examine the validation of Ul responses at runtime, the integration of
MBT and power analysis, and the overhead introduced by response observation on power measurements. To
this end, we developed a proof of concept (PoC) that combines automated Ul testing with runtime response
validation and a fine-grained, software-based power-analysis tool for Android 10 and above.

We evaluate our approach through two case studies on open-source Android applications. The results
demonstrate that our framework can both detect functional defects and assess energy efficiency: the PoC un-
covered four functional errors, computed each app’s total energy usage during a run, measured per-interaction
energy consumption, and correlated these actions with power-draw fluctuations over time.

To further validate the reliability of our energy measurements, we also examine the potential overhead
introduced by the tools used in our method. Specifically, the incorporation of Appium, the test automation
framework, resulted in an idle-state overhead of approximately 2.5%, whereas usage of Frida, a dynamic
instrumentation toolkit for observing Ul responses, imposed a runtime overhead of roughly 1.3%.
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Chapter 1

Introduction

In recent years, smartphone usage has signi cantly increased. With a wide variety of mobile applications and
websites available, our daily lives are becoming increasingly dependent on mobile accessibility. This heavy
usage inevitably a ects the device's battery life. As Oliveira et al. [1] report, battery life is a crucial factor
for users, with 92% of survey respondents admitting that they consider this aspect when choosing a device.

Consequently, the power consumption of mobile applications has become a major concern. Although
this topic has gained attention in recent years, the challenge of creating sustainable systems persists, largely
due to the complexity of accessing energy-related data from the device and its strong dependency on the
underlying operating system. Currently, the leading operating system for mobile devices worldwide is Android
[2], recognised for its open-source nature and extensive application ecosystem. Highlighting user concerns,
Wilke et al. [3] report that 18% of Google Play reviewers cited energy ine ciency as a primary complaint in
their app feedback, highlighting the need for more robust energy-aware development practices.

Achieving high quality in mobile applications demands rigorous validation of both non-functional and
functional requirements. Yet user interface testing remains a complex and demanding task due to the vast
number of possible user interactions with the graphical interface. Manual creation of tests for such diverse
scenarios is labour-intensive and ine cient. As the system under development evolves, existing tests often
require frequent updates, which can be quite challenging for large sets of static tests [4]. To address these
issues, many automated testing techniques have been proposed throughout the years, one of which is Model-
Based Testing.

MBT is an innovative approach that involves creating an abstract model that describes the behaviour of
the System Under Test. The model is then used to automatically test the system. MBT is a Black-Box testing
method that focuses on testing the functional requirements of the system without requiring knowledge of the
system's source code [5].

The analysis of energy e ciency and the automated testing of functional requirements in mobile appli-
cations are both areas with substantial academic and practical attention. However, the intersection of these
two domains, integrating energy consumption assessment into automated functional testing, remains largely
unexplored. This thesis seeks to address this gap by investigating the integration of power measurement into
the MBT process, enabling simultaneous evaluation of energy usage and system behaviour.

1.1 Problem Statement

Despite advances in testing methodologies, the validation of mobile application user-interface behaviour re-
mains a major challenge for both industry practitioners and academic researchers. Although various methods,
such as random testing, have been proposed to address this challenge, they often provide limited accuracy
and coverage [6]. Model-Based Testing overcomes these limitations by leveraging an abstract model of the
system under test. However, existing MBT solutions for mobile applications are generally limited in scope.
Most of them do not focus on validating the responses of the SUT at all, while some rely on generating
static test cases [7], which limits their ability to detect dynamic or context-sensitive faults and restricts the
possibility of capturing precise execution timing information.

Furthermore, analysing an application's energy consumption often demands either an additional setup of
automated frameworks or labour-intensive manual measurements and data processing. Existing tools can
be divided into ne and coarse-grained, with ne-grained solutions providing more detailed insight into an
app's energy usage. However, these solutions typically target outdated Android versions, which impose fewer
limitations on access to battery-related data.
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To address these limitations, we propose a model-based testing framework that combines functional testing
with ne-grained power usage analysis. This novel approach introduces a method for applying MBT to mobile
applications with dynamic model exploration and runtime validation of application behaviour, along with an
automated ne-grained power analysis technique speci cally designed for modern Android devices (Android
10 and above).

1.1.1 Research Questions

To address the identi ed challenges and existing research gaps, this thesis aims to explore the following
research questions:

RQ1: How can Ul responses of Android applications be e ectively captured and validated at runtime
within an MBT framework?

RQ2: What insights into an application's energy usage can be derived from integrating power mea-
surement into the MBT process?

RQ3: How does the interception and streaming of Ul response data for on-the- y validation in uence

power-consumption measurements?

1.1.2 Research Method

To answer our research questions, we utilise a mix of case studies and controlled experiments.

We create a PoC consisting of two components: an adapter that facilitates communication between the
MBT platform and the SUT, enabling runtime response validation and a web application responsible for
processing and visualising energy-related data.

To validate our PoC and address RQ1 and RQ2, we conducted two case studies: one on the simple Quiz
App and another on the more complex Wikipedia application. To evaluate our PoC and answer RQ3, we
performed a set of controlled experiments to measure the overhead introduced by the external tools used in
our power measurements.

1.2 Contributions

Our research makes the following contributions:

1. A novel technique for runtime monitoring of user interface changes in Android applications

2. A software-based, ne-grained energy measurement tool tailored for modern Android versions

3. A method combining MBT-based functional testing of Android Ul behaviour with energy e ciency
analysis

1.3 Outline

In Chapter 2, we describe the background of this thesis, focusing on Android applications, Model-Based Testing
and energy measurement. Chapter 3 describes our approach to combining MBT with energy e ciency analysis.
Then, Chapter 4 presents the implementation details of our tool. Following that, Chapter 5 describes the
applications selected for our case studies and presents the corresponding results. Chapter 6 outlines the design
of experiments focused on assessing the reliability of our measurement, followed by the ndings. Chapter 7
discusses our research questions and potential threats to validity. Chapter 8 reviews existing work related to
this thesis. Finally, we present our concluding remarks in Chapter 9 together with future work.



Chapter 2

Background

This chapter presents the background information necessary for this thesis. We begin by de ning the basic
terminology used throughout this work. Next, we explain the theory behind the Android system and applica-
tions, with an emphasis on their architecture. Then, we describe the Model-Based Testing approach and the
formalism behind it. Finally, we present the theory of power measurement in Android applications, focusing
on software-based approaches.

2.1 Terminology

We present the de nitions of important terms used throughout this work:

" A test case is a description of a specic scenario, de ned by a particular set of inputs, execution
conditions, and expected outputs.

" A test suite is set of test cases

~ Black-box testing is a testing method that does not require knowledge of the source code of the SUT.

2.2 Android Overview

With the increasing number of mobile devices worldwide, the popularity of mobile applications continues to
rise. These applications have become a crucial part of our daily lives, assisting us with basic tasks.

The leading operating system for mobile devices worldwide is Android [2]. Android is an open-source,
Linux-kernel-based system created primarily for touchscreen devices such as smartphones and tablets. More-
over, the use of Android has extended to a wider range of devices, including TVs, smartwatches, and cars.
This adaptability is one of Android's key strengths, but it also results in numerous slightly di erent versions
of the system tailored to speci ¢ requirements. This issue, commonly referred to as fragmentation, is caused
by a large number of manufacturers who modify and customize Android to meet the speci ¢ needs of their
hardware. As a result, developers face signi cant challenges in testing and analyzing the performance of their
applications across di erent devices [7, 8].

Android is currently maintained by Google, which releases a new version of the operating system annually.
The latest version is Android 15, released in 2024. Newer versions of Android impose stricter restrictions
on access to sensor data and system les without root privileges, signi cantly limiting the ability to collect
ne-grained energy-related data. To address these limitations, our research leverages Google's system pro ling
tool, which has been integrated into Android since version 10 (introduced in 2023). Section 2.5 provides a
detailed overview of this tool.

2.2.1 Android System Architecture

Android* is composed of several architectural layers. At its core lies the Linux kernel, which provides the
foundational system services and manages low-level operations, including device drivers. Above the kernel
is the Hardware Abstraction Layer (HAL), which bridges the gap between hardware drivers and higher-level
system components by exposing standardised interfaces. It provides access for various hardware components

Ihttps://developer.android.com/guide/platform
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such as the camera, Bluetooth, or battery sensors [9], the latter of which we leverage in our work for battery-
related data collection.

The next layer includes native C/C++ libraries required by some of Android's core system components, and
the Android Runtime (ART), which is responsible for running the virtual machine used by Android applications.
At the highest level is the Java API framework, which exposes all system features through a comprehensive
set of Java interfaces accessible to application developers. The whole software stack illustration is presented
in Figure 2.1.

Figure 2.1: The Android software stack

2.2.2 Android Applications

Mobile applications are event-driven, meaning their behaviour is triggered by external events. These events
may originate from user interactions with the interface or from system-level broadcasts, such as receiving an
SMS [10].

Android applications are primarily developed in Java or Kotlin, object-oriented programming languages,
due to Android's Java foundations. Following Android's recommended architectural guidélinpplications
are typically structured into multiple layers: the Ul Layer at the top, an optional Domain Layer for business
logic, and the Data Layer responsible for managing data (see Figure 2.2). In our research, we focus speci cally
on the Ul Layer, as our testing method targets functional behaviour of the user interfaces.

2.2.3 Android Applications User Interface Layer

The Ul Laye? is responsible for presenting the application interface to users and handling their interactions.
It responds to external events, re ecting the current state of the app based on data from the Data Layer.
This layer is composed of two components: state holders and Ul elements. State holders are responsible for
managing the states of speci ¢ Ul components, while Ul elements de ne the layout of the application. The
illustration of Android application architecture is presented in Figure 2.2.

The core element of the Ul Layer is the Activify which represents a single screen and serves as the entry
point for Ul components and user interactions. It acts as the controller of all Ul elements within that screen
and manages the screen's lifecycle.

Ul components within an Activity can be categorized into two types: View and ViewGroup. A View,
commonly referred to as a widget is a fundamental interactive component used to capture user input or
display data. Examples include TextView and RadioButton. A ViewGroup, on the other hand, acts as a
layout or container for multiple View instances. Examples of ViewGroups include LinearLayout, GridView, and
ListView.

2https://developer.android.com/topic/architecture
Shttps://developer.android.com/topic/architecture/ui-layer
4https://developer.android.com/reference/android/app/Activity
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Figure 2.2: The Android application architecture

Additionally, there are Fragments, modular and reusable Ul elements embedded within an Activity. A
fragment can contain both ViewGroups and Views, dividing screen layout into multiple separate components.

Views and ViewGroups together form a tree-like hierarchical structure, similar to that of HTML-based
web user interfaces. ViewGroups function as nodes, while Views serve as leaf elements. This structure is
illustrated in Figure 2.3a.

Both View and ViewGroup instances can be identi ed either by a unique ID or through XPath expres-
sions. XPath is particularly useful when elements lack distinct IDs, as it allows identi cation based on
their position or attributes within the hierarchy. For example, to identify the second element of Linear-
Layout (MaterialTextView "Second Item") from the Ul hierarchy presented in Figure 2.3b, we could use
/ILinearLayout/LinearLayout/MaterialTextView[2] as the XPath selector. This selector rst selects
the root element, navigates to the nested elements, and then selects the second item from the list of child

nodes.

(a) Abstract diagram of tree-like GUI struc- (b) Actual Ul hierarchy visualized using An-  (c) The actual
ture droid Studio's Layout Inspector layout

Figure 2.3: Example of Android Ul structured as a view hierarchy tree

2.2.4 Android Debug Bridge

The Android Debug Bridge (ADB) is a command-line tool that facilitates communication between a devel-
opment machine and an Android device. It enables developers to interact with applications and system-level
tools on the device from an external host. To use ADB, developers must rst enable Developer Options and
turn on USB Debugging in the system settings.

The ADB architecture consists of a client, which sends commands via the terminal, a daemon (ADBD),
which executes commands on the Android device, and a server, which runs as a background process on the

Shttps://developer.android.com/tools/adb
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development machine and manages the overall communication. In our work, ADB serves as the primary way
of communication with the device running the SUT. The architecture of this tool is presented in Figure 2.4.

Figure 2.4: The Android Debug Bridge Architecture

225 APK les

An Android application can only be installed on a device in the form of an APK (Android Package Kit) le,
which is a ZIP-compressed package. The process of creating an APK le begins after the source code is
written in the chosen programming language. The code is compiled into DEX bytecode and then packaged
along with all other resources, libraries, and the manifest le into a single le. [2]

The AndroidManifest.xml le contains all the con guration information for the app, including its entry
point, permissions, and other essential metadata. Once the APK is generated, it must be signed with a
certi cate to be accepted by the Android system.

2.3 Model Based Testing

System testing is a tedious task that often consumes a signi cant part of the development cycle [11, 12].
This is especially evident in user interface testing, where the number of possible events can be overwhelming.
Manually generating and maintaining such a large number of test cases is not only labor-intensive but also
impractical in most scenarios [13]. Despite this, testing remains a crucial part of software development,
essential for ensuring system reliability.

To address these challenges, various automated methods for graphical interface testing have been devel-
oped. One notable solution is Model-based testing. MBT is a black-box, formal, functional testing method
that relies on abstract models of the System Under Test to validate its behavior [11]. The model can be
created before the actual implementation of the SUT and easily updated as the system evolves, which signif-
icantly improves the maintainability of the test suite. Additionally, the model can serve as a form of living
documentation by clearly visualizing the expected behavior and functional requirements of the SUT [14]. Test
automation can be achieved either by generating static test cases from the model or by dynamically executing
tests through on-the- y model traversal.

Model-based testing consists of several phases. Figure 2.5 presents the steps in this process. The process
begins with the creation of an abstract model that captures the expected behaviour of the SUT. The model
should be abstract enough to remain readable and maintainable, yet detailed enough to support the generation
of e ective and meaningful test cases [15]. The model can be de ned using various formalisms such as Finite
State Machines (FSM) [16], Extended Finite State Machines (EFSM) [17], Statecharts [12], Event Sequence
Graphs [18], or Symbolic Transition Systems (STS) [19]. In our approach, we adopt STS, the modelling
formalism supported by the Axini Modelling Platform (AMP), which we describe in more detail in the following
subsections.

Following model creation, the next phase in the MBT process involves generating test cases from the
speci ed model. These test cases are executed on the SUT by a test executor. To enable this, abstract
actions de ned in the model must be translated into concrete, system-speci ¢ interactions. This translation
is managed by an adapter, which acts as a communication bridge between the test executor and the SUT.
Finally, after test execution is complete, the results are evaluated against the expected behavior de ned in
the model and marked as either passed or failed.
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Figure 2.5: MBT Process

2.3.1 Labelled Transition System

A Labelled Transition System (LTS) serves as the foundation for Symbolic Transition Systems. It is a mod-
elling formalism consisting of states with labelled transitions between them [11]. States are the dierent
con gurations the model can be in, and transitions are the named actions that move the model from one
state to another. It can be presented as a graph with states as nodes and transitions as edges.

2.3.2 Symbolic Transition Systems

Previously described Labelled Transition Systems are not well suited for modeling more complex systems
involving structures with large data domains. Such systems often su er from state explosion, where each
unique data value results in a distinct state [20]. For instance, if an action depends on a variable x, the LTS
formalism would require a separate state or transition for every possible value of x.

Symbolic Transition Systems, which extend LTS, overcome this issue by introducing variables and internal
data [21]. Returning to the earlier example, STS allows transitions to be parameterized by x, enabling the
grouping of multiple data values into a single symbolic transition, signi cantly reducing the number of states
and transitions in the model.

2.3.3 Axini Modelling Platform

To create models of the SUT and execute test cases, we employ the Axini Modelling Platform. AMP supports
the development of Symbolic Transition System models in a human-readable format using the Axini Modelling
Language (AML), a domain-speci ¢ language (DSL) designed by Axini. In addition to model creation, AMP
provides features for visualizing models and performing runtime, on-the- y test execution based on the speci ed
model.

AML allows de ning transitions in the form of inputs (stimuli) and outputs (responses). Test execution
begins at the initial state and proceeds dynamically, traversing the model while interacting with the SUT and
validating its behaviour at runtime. The evaluation is performed against the model, which can predict the
correct response of the SUT. The test is marked as failed and immediately stopped if any observed response
does not match the valid outcome for a given stimulus. A test case is marked as passed only when all stimuli
are correctly executed on the SUT and all received responses are valid.

To enable interaction with the SUT, a translator between the abstract model and the domain-specic
system is required. This is achieved through adapters, software components that serve as bridges between
AMP and the SUT. Adapters translate abstract stimuli into concrete system actions and convert system

10
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responses back into abstract outputs as de ned in the model. The process of running tests using AMP is
presented in Figure 3.2.

Figure 2.6: AMP Testing Process

An example of the model, along with its implementation in AML and STS visualization, can be seen in
Figure 2.7. The model simulates a vending machine that dispenses di erent bottle sizes depending on the
amount of money inserted. This example e ectively illustrates the use of variables in Symbolic Transition
Systems. By representing possible monetary values using variables, the model consolidates numerous input
options into just two states, mitigating the risk of state explosion.

(a) Model implementation in AML (b) Model visualization in AMP

Figure 2.7: Example of vending machine STS model on AMP

2.4 Power Measurement

Even though mobile devices are becoming more powerful each year, their battery capacity remains limited.
Therefore, it is important to develop energy-e cient applications. This is a challenging task, as it requires

11
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additional knowledge and specialized tools for power measurement. This challenge has been addressed by the
scienti c community, which has placed signi cant focus on sustainability and power analysis [22].

Power measurement techniques are typically categorised either into hardware and software-based ap-
proaches [2, 23], or more comprehensively into three groups: hardware, software, and model-based methods
[24, 25]. Software and model-based approaches are both software tools that don't require additional external
components, whereas hardware-based approaches use external hardware devices. In our work, we adopt the
three-group division, as software and model-based methods di er signi cantly.

The most accurate approach is hardware-based. As previously mentioned, it requires setting up external
tools for the physical measurement of electric current draw. The additional costs and expertise required to
con gure such measurements make this more challenging and less accessible option.

Model-based tools rely on mathematical models of power consumption to predict estimated energy usage.
The model itself can be created using both software and hardware measurements, based on hardware utilisation
statistics, API calls, or even source code analysis. Calibrating the model is a critical step, as all subsequent
energy estimations depend on its accuracy. [26]

One key advantage of this approach is that these tools are less sensitive to runtime noise, since they do not
rely on runtime measurements. Additionally, model-based pro lers are capable of estimating power usage per
subsystem component, such as the CPU, display, or network interface, or per speci c application. However,
the accuracy of model-based pro ling is tightly coupled to the quality of the model and the speci ¢ hardware
on which it was created, which can limit its generalizability across devices.

Finally, there are software-based tools. These tools calculate energy consumption based on data retrieved
from system driver sensors. This is the approach we employ in our work, as it enables power measurement at
runtime and can be used on devices with di erent hardware components.

2.4.1 Software-based Power Measurement

Software-based approaches are a common choice in the scienti c community, as they do not require model
calibration or external components and rely entirely on system data.

A common solution on older Android versions involved accessing battery-related data directly from system
les located at/sys/class/power _supply/battery/  [27{29]. These les include information directly from
the Linux kernel drivers. However, in recent Android versions, access to such low-level system les has been
restricted for users without root privileges. Today, battery-related data is accessible via the BatteryManager
clas§. BatteryManager is a Java class within the Java API Framework, which is the highest layer in the
Android architectural stack as explained in Section 2.2.1. This solution, however, requires the development
of a separate Android application that periodically queries the system for battery-related data, introducing
additional overhead that may a ect the accuracy of power usage measurements.

Recently authors have been basing their solutions on built-in tools Batterystats and Bugreport [22{24, 30,
31]. BatteryStatd is an open-source tool available on mobile devices since Android 5. The output le from
BatteryStats includes detailed information about the usage of system components, running processes, their
activity, voltage uctuations and battery consumption. In particular, it contains data on battery discharge
since the last charge, estimated drain since last reset and the estimated charge consumption (in mAh) for
individual processes, identi ed by their UID. However, since BatteryStats o ers only high-level estimations,
the tool is not well-suited for short-duration, ne-grained power measurements.

Bugreporf is another tool available on Android devices that provides detailed information about the
system in the form of a ZIP le report. This includes logs, crash reports, CPU activity, battery charge levels,
voltage changes, and more, accompanied by precise timestamps. It is a powerful tool, especially when used
with the Battery Historian visualization tool. However, it lacks precise data on electric current. The available
data are su cient for estimating the overall energy usage of the system during a power measurement session,
but not for tracking power consumption over time.

Batterystats and Bugreport may still provide useful information about energy usage, however, they are not
su cient for our work. Therefore, we chose to utilize another tool, PerfeftoPerfetto, available on Android
devices since Android 10, serves as one of the successors to Battery Historian, which is no longer supported
by Google. It can provide ne-grained data on battery current and charge, with sampling intervals as short as
100 milliseconds. Nonetheless, its application in scienti ¢ studies focused on energy pro ling remains limited.
This tool will be further analysed in Section 2.5.3.

Shttps://developer.android.com/reference/android/os/BatteryManager
"https://developer.android.com/topic/performance/power/setup-battery-historian
8https://developer.android.com/studio/debug/bug-report

Shitps://perfetto.dev/

12
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2.4.2 Battery Power and Energy Estimation

It is also important to understand how power and energy can be calculated using battery-related data, and
what exactly those measurements represent.

Power can be calculated based on voltage and electric current or charge. Unit of electric current (l) is
Ampere (A) and of charge (Q) Coulomb (C) or ampere-hours (Ah). Each battery has a capacity that can
be represented as the amount of charge in Ah. In the context of our work, charge represents the amount of
charge discharged (or drawn) from the battery. Electric current, on the other hand, represents the rate at
which the charge is drawn.

The relation between charge and electric current is:

I t

Q= 3600 @1
Thus, the power can be calculated using following two formulas:
p=v | p=Y Q 3600 2.2)

t

Power represents the energy used per unit time, thus energy can be calculated using the following formulas:
E=V | t E=V Q 3600 (2.3)

Since charge represents the drop in battery capacity, it is only useful when the interaction with the
tested application is long enough to cause a measurable decrease. Therefore, it is generally applicable only
for calculating the overall energy consumption of an application and can serve as additional validation. In
contrast, calculations based on electric current do not require a speci c measurement window, as electric
current re ects the battery's state at a particular moment in time.

The standard formula for calculating energy using electric current and voltage assumes that both values
remain constant over time. However, in real-world scenarios, current and voltage uctuate continuously. To
address this, we can approximate total energy consumption by dividing the timeline into short intervals, within
which current and voltage can be assumed to remain constant.

Accordingly, the total energy consumption can be approximated using the following formula:

X
E Vi i t;
i=1
where:

~ |; is the electric current during thé-th interval
"V, is the voltage during the-th interval

" tj is the duration of thei-th interval

" n is the total number of time window intervals.

2.5 Supporting Tools and Frameworks

In our work, we make use of existing open-source technologies for the implementation of our system. In this
section, we brie y describe them.

2.5.1 Frida

Frida® is a dynamic toolkit for injecting JavaScript scripts into native applications. It works across various
platforms, including Android. Frida supports di erent interaction types, such as connect and listen, which can
be con gured in a con guration le injected into the app alongside the Frida Gadget library. The con guration

le also allows developers to specify the address and port used for communication. This tool is used in our
approach for the purpose of listening to Ul responses. Its usage is further explained in Section 4.1.3.

10https://rida.re/docs/gadget/
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2.5.2 Appium

Appium*! is a framework that supports and automates interaction with the user interfaces of applications
across various platforms, including desktop, web, and mobile. It supports multiple programming languages
through dedicated Appium Clients. Appium initiates the application under test and performs automated in-
teractions based on a con guration provided by the developer. This con guration must specify the application
package, the target platformd.g., Android, and the automation name, which speci es the underlying tool
used by Appium to facilitate communication with the applicatioe.¢., UlAutomator?d. We use this tool for
interacting with the SUT.

2.5.3 Perfetto

As already mentioned, Perfettd is a built-in, open-source tool available on Android devices. It can be used to
record performance traces of the device using de ned data sources. These sources can include various metrics
such as memory, CPU, and power. Battery-related data sources include remaining charge and electric current
values. The data is collected at xed intervals, with the smallest possible interval being 100 ms. Both the
data sources and the sampling interval are speci ed in a con guration le provided as input to Perfetto. The
output is a.perfetto-trace le that can be queried using SQL or visualised in Perfetto Trace Viéwer

An example of such visualization is presented in Figure 2.8. In this example, we can observe uctuations
in electric current values over time. The electric current values are negative when representing power drawn
from the device, and positive when indicating current supplied to the device during charging. The charge
value is also visible in the trace, though it remains constant throughout the measurement.

Figure 2.8: Visualization of power traces in Perfetto Trace Viewer

2.5.4 Dash

Dash* is a Python framework by Plotly for creating web interfaces directly from Python. It is built on top of
JavaScript, React, and Flask. Dash provides basic components for data presentation and interaction, such as
menus, dropdowns, and le upload containers, along with components for creating more complex charts and
graphs. We use it in our approach for building a web application for visualizing energy-related data.

https://appium.io/docs/en/latest/
L2https:/Iperfetto.dev/
B3https://ui.perfetto.dev/
14https://dash.plotly.com/
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Chapter 3

Combining Model-Based Testing and
Power Measurements

In this chapter, we present our approach to leveraging Model-Based Testing for measuring the energy e ciency
of Android applications and explain how energy measurements can be integrated into the testing process. We
begin by outlining how Android user interfaces can be formally modeled. Next, we describe how MBT can
be combined with power measurement techniques to enable energy-aware testing and how the results of our
testing approach can be visualized.

3.1 Modelling Android User Interfaces

As previously mentioned in Section 2.3.3, we use AML to create models of the SUT. The speci cation can
later be visualized in AMP as an STS-based graph. AML allows us to model both inputs (stimuli) and
outputs (responses) of the system in a straightforward way. Since we focus on testing the functionality of
user interfaces, our approach emphasizes interaction with the Ul layer and validating responses in the form of
changes in the UI.

Noteworthy, a single stimulus can trigger multiple responses from the system. Additionally, most real-
world applications are not fully deterministic, meaning their response to a given event can vary across di erent
executions. For example, a stimulus may result in responses that are received in a di erent order during
separate runs. AML enables easy modeling of such behavior, which is an important feature for accurately
representing real-life, complex applications. Figure 3.1 illustrates an example of such an interaction and its
corresponding non-deterministic responses.

3.1.1 Stimuli

Stimuli in user interfaces can take many forms. These may range from simple interactions, such as clicking a
button, to more complex ones like drag-and-drop or multi-touch gestures, which require more sophisticated

modeling technigues. Modeling a drag-and-drop purely by chaining multiple transitions can quickly overcom-

plicate the model. Instead, we can encapsulate such complex interactions into a single abstract stimulus using
constraint guards [32]. In our approach, we can achieve this by leveraging STS state and transition variables.
For example, drag and drop could be represented as stinmglceive 'drag _and.drop’, constraint:

"source == 'com.example.myapp:id/item _to _drag' && target == 'com.example.myapp:id/drop  _zone™ .
As modern applications, particularly mobile ones, contain increasingly complex Ul elements and interaction
patterns, the ability to easily model such actions becomes highly signi cant.

To interact with a specic Ul element, there must be a way to unambiguously identify it. Thanks to
charactericts of STS formalism we can specify them using interaction variables. The simplest solution is to
use the element's ID. However, IDs are not always assigned to all components. One solution to this problem
is the use of XPath. As explained in Section 2.2.3, XPath can be queried to locate distinct elements based
on their properties or position within the GUI hierarchy.

3.1.2 Responses

Responses are the result of interactions with the SUT. In the context of Android Uls, responses refer to
any noticeable changes in the layout. These can range from changes in text or color to the transition to
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Figure 3.1: Part of the model representing responses to scroll stimulus

a di erent activity. Observing these changes poses a signi cant challenge. Existing MBT approaches for
Android applications typically only focus on detecting runtime errors during the exploration of the SUT or
rely on assertions included in static test cases generated from the model.

However, both of those approaches have their limitations. Runtime errors primarily reveal low-level mal-
functions and provide little insight into whether the SUT's overall behaviour conforms to its speci cation.
Generation of static test cases and inclusion of assertion methods do overcome the problem to some extent;
however, this solution restricts the ability to detect context-sensitive faults and to retrieve precise information
about the occurrence of such changes, which in our case is an important feature for correlating actions to
power drawn.

An alternative solution, originally proposed for testing web user interfaces [33], involves attaching a script
to the SUT that listens for Ul changes. This was achieved using MutationObs&neeweb API that can be
used to observe changes in speci ed HTML elements. By embedding a JavaScript-based MutationObserver,
the system can automatically trigger a callback whenever a change occurs. This method addresses the
previously mentioned limitations, and a similar approach would allow us to observe each update in the order
it occurs and to retrieve accurate timestamps for those changes.

However, this approach introduces a few new challenges to overcome in the context of Android applications.
First, attaching a script to APK le is a non-trivial task. Android applications are compressed and signed,
preventing direct modi cation. Second, the number of Ul changes in Android apps can be overwhelming.
While MutationObserver on the web can batch observed changes and send them in a single message, there is
no equivalent tool that provides this functionality for Android applications.

Thus, in our work, we incorporate a slightly di erent approach. We attach scripts whose role is to hook into
speci ¢ methods. This involves overriding built-in methods of View and ViewGroup instances to embed logic
that sends messages about updates that occur. For example, when a TextView calls the setText() method,
our script injects logic to send a message to the adapter immediately after the original method executes. This
message contains data related to the change, such as the old and new text values, the element's ID, and the
timestamp of the occurrence.

This functionality is achieved by embedding a special library into the APK le that opens a TCP port
to listen for scripts which are then hooked at runtime into system-level methods. This process requires
decompiling the APK, injecting the necessary library les, and subsequently recompiling and signing the
modi ed application. A detailed description of this procedure is provided in Section 4.2.

Additionally, to mitigate the problem of an overwhelming number of changes happening in the user
interface, we decided to specify the IDs of the elements we want to observe. For example, when hooking

Lhttps://developer.mozilla.org/en-US/docs/Web/API/MutationObserver
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into the TextView.setText() method, we would receive a separate message for each change to every TextView
element within an activity. This could result in dozens of messages in response to a single stimulus. Not only is
this di cult to fully model, but the resulting communication overhead could signi cantly a ect energy-related
measurements. To minimize this in uence, we chose to lter elements directly at the script level.

3.2 Integrating Power Measurement

Analysis of energy usage in mobile applications can be performed at di erent levels of granularity. In our
work, we aim not only to identify the total energy consumed during a test case but also to retrieve more
precise information about power usage over time and the energy consumed by each modelled interaction. This
approach can help developers identify which actions in their applications are the most power-intensive.

Thanks to the novel approach to observing SUT responses, our method links the timestamps of actions
from the System Under Test with the corresponding values on the device's power consumption timeline.
Additionally, based on the power data, we can calculate the total energy consumed from the beginning of
an interaction to the last corresponding response using the formulas presented in Section 2.4.2. This can be
done by using two separate built-in tools, one of which provides data about voltage uctuations, while the
second one about electric current values.

3.2.1 Visualizing Power and Energy Data

The results of functional tests are visualised in AMP, as shown in Figure 3.2. The trace, including all
interactions, responses, and their timestamps, is presented as a list of steps. A test case is marked as failed if
any response does not conform to the model, passed if the behaviour of the SUT matches the model, or an
error if an unexpected error occurs.

Power measurements are visualized using a chart that displays power draw over time, with stimuli and
responses marked along the timeline. Each point representing an action reveals detailed information when
hovered over with the mouse. To enhance readability, users can lIter the chart to show only stimuli or only
responses. The chart also includes zoom functionality, enabling detailed inspection of power uctuations
across speci c time intervals.

In addition to the chart, we display the duration, energy usage and average power drawn for each set
of stimulus and its corresponding responses. This information, including timestamps and detailed action
descriptions, is organized into two sortable tables. The rst table shows the energy consumption of each
individual interaction observed during the test case. The second table groups identical interactions and
calculates mean values, o ering a clearer overview of the general energy usage and duration of each action
type. Grouping is based on both the stimulus and the corresponding set of responses including details such
as selector values to ensure that only interactions exhibiting the same behavior are aggregated.

Both tables support sorting by all columns. For individual interactions, the most relevant sorting options
are by energy consumption and interaction name, enabling direct comparison of energy usage across multiple
occurrences of stimulus within the same test case. For the aggregated interactions, sorting by mean energy
usage and power drawn is particularly useful for identifying which interaction patterns are, on average the
most energy-intensive. The chart and tables are shown in Figure 3.3.
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(a) Test cases results

(b) Test traces

Figure 3.2: Visualisation of functional test results in the existing AMP
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(a) Chart representing power drawn over time

(b) Table presenting mean energy usage and duration of interactions

(c) Table presenting energy usage of interactions

Figure 3.3: Power and Energy measurements visualisation, obtained using the AMPadapter
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3.3 Framework Design and Work ow

Our approach includes three custom tools developed for this work:

~ Frida Injector { a tool that automatically embeds the Frida library into an APK le (see Section 4.2
for implementation details).

" Adapter {an extension of AMP that facilitates communication between AMP and the SUT (see Section
4.1 for implementation details).

~ Energy Visualization { a separate web application that, upon receiving a ZIP archive of energy-
related data, processes and visualizes it as a power-drawn chart and two tables (see Section 4.3 for
implementation details).

Figure 3.4 shows our MBT-based energy-pro ling pipeline. The process begins by embedding the Frida
library into the APK le using a Frida Injector. This tool takes the original APK as input and outputs a
new APK with the library embedded. Next, the output APK produced by Frida Injector is used during test
execution facilitated by AMP with our adapter. For that the model of the SUT must be created. In our
approach we do it using AML as previously explained in Section 3.1.

Each test case produces transition coverage data and a list of executed steps (marked as passed or failed)
presented in AMP, and a ZIP archive containing all energy-related measurements collected during the run.
This ZIP archive can then be loaded into a separate web application to visualize power draw over time and
calculate per-interaction energy usage.

Figure 3.4: Framework work ow
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Chapter 4

From Design to Code: An
Implementation Overview

For the purpose of the case studies, we developed a set of tools designed to enable communication with the
SUT and to support visualisation of the results.

In this section, we begin by explaining the implementation of the adapter, which acts as the bridge between
AMP and the SUT. Next, we describe the tool developed for attaching scripts to APK les. Finally, we present
the implementation of the program responsible for processing and visualising battery-related data.

4.1 Adapter

The adapter is an essential part of the testing platform that facilitates communication between AMP and
the SUT, handling the translation between abstract labels and concrete system messages. Axini de nes the
architecture of its adapters by dividing them into two parts: a generic part and a domain-speci c part, in
order to maximize reusability and generality [34].

The generic part is responsible for managing the connection with AMP via Protobuf messages over Web-
Socket. It listens for messages from AMP, forwards them to the domain-speci ¢ part, and sends responses
from the SUT back to AMP. The domain-speci ¢ part handles the translation layer: it manages communica-
tion with the SUT, including sending actions and listening for responses. The architecture of the adapter is
illustrated in Figure 4.1.

Figure 4.1: The abstract schema of adapter architecture

Axini publicly provides the source code of example adapterg/e based the generic part of our adapter
on one of these examples, as this part is designed to be reusable across systems. In particular, we used an
example written in Python, which is also the programming language we chose for the development of our
adapter. Implementation of the domain-speci ¢ part of our adapter is discussed in more detail in the following
subsections.

4.1.1 Connecting to the SUT

The rst step of the test case is establishing a connection with the SUT. The adapter is responsible for
handling this connection and sending a con rmation before the test case can begin.

https://github.com/Axini
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For this purpose, we utilise Appium, a testing tool for native applications. First, the adapter starts the
Appium server, which facilitates communication between the machine running the adapter and the SUT run-
ning on a mobile device. Next, it connects to the SUT using Appium by providing the necessary con guration
data, such as the device IP address, the application's package name, and the main activity. These parameters
are de ned by the developer in the AMP con guration page and can be updated and sent to the adapter
before the test case begins. Figure 4.2 shows the con guration page with sample data. In this example, we
can see that developer can specify data necessary for establishing the connection with the SUT, as well as
de ne additional behavior, such as reinstalling the APK le between test cases.

Figure 4.2: Adapter con guration page in AMP

An example of the con guration used to establish the communication with the SUT via Appium is shown
in Listing 4.1. To ensure that previous tests do not a ect application behavior when the app is not reinstalled
between tests, Appium resets the app before launching it.

def connect_to_sut(self):
logging.debug("Connecting via Appium...")
options = UiAutomator2Options()
options.platform_name = "Android"
options.device_name "192.168.46.34:5555"
options.app_package "org.wikipedia.alpha"
options.app_activity = "org.wikipedia.main.MainActivity"
options.new_command_timeout = 300
options.no_reset = False
driver = webdriver.Remote("http://localhost:4723", options=options)

logging.debug("Connected to Appium")
Listing 4.1: Connecting to Wikipedia application using Appium

Once the connection is established, the script responsible for listening to changes in the Ul is attached
to the app. This process is described in more detail in Section 4.1.3. Next, power measurement is started,
which is further explained in Section 4.3. This step is performed last in order to minimize its in uence of the
connection process on the measurement results.

4.1.2 Stimulating the SUT

For the purpose of interacting with the SUT, we also utilise Appium. Appium itself cannot directly interact
with the SUT, as it is only a testing framework. Instead, it relies on existing drivers to perform interactions.
The driver is speci ed in the con guration, as shown in Listing 4.1. During the connection setup, Appium
installs the APK corresponding to the selected driver on the device, which is responsible for executing the
actions on the SUT. Communication between the Appium server and the driver on the device is handled
automatically via ADB.

The adapter receives from AMP the name of the stimulus and any associated variable data. For example,
for a ?click stimulus, this data includes the type of selector used to locate the Ul element and its value.
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CHAPTER 4. FROM DESIGN TO CODE: AN IMPLEMENTATION OVERVIEW

Before interacting with the speci ed element, we must ensure that it is rendered on the screen. To achieve
this, we use Appium's built-in function that waits until the speci ed element becomes visible or returns an
error if the element is not found within a de ned timeout. Listing 4.2 illustrates the code used to perform a
click action on a speci ed Ul element. As shown, the adapter retrieves a timestamp from the device before
executing the click and records it along with the stimulus details.

def click(self, mess):
selector = mess["selector"]
type = mess["type"]

if type == "id":
button = self.wait.until(
EC.element_to_be_clickable ((AppiumBy.ID, selector))

)

elif type == "xpath":
button = self.wait.until(
EC.element_to_be_clickable ((AppiumBy.XPATH, selector))
)

try
result = subprocess.run(["adb", "shell", "date", "+%s%3N"],
capture_output=True, text=True, check=True)
button.click()
timestamp = result.stdout.strip()
self.write_to_file(f"Timestamp: {timestamp}, type: {0}, action: {"click
"}, selector: {selector}, selector_type: {type}")
except Exception as e:
logging.error(f"The ‘click' stimulus failed. Selector: {selector}, Type
. {type}. Error: {e}")
Listing 4.2: Method performing click using Appium

4.1.3 Observing the SUT's Responses

As discussed in Chapter 3, we capture Ul-level responses by injecting a JavaScript-based script into the
application, which dynamically hooks into methods of View and ViewGroup instances. This process involves
overriding these methods to rst extract relevant data.Q., the old and new values of a text eJd The

original method logic €.g., TextView.setText() is then invoked and followed by recording the timestamp

of the occurrence and sending a message about the method invocation. By attaching these scripts, we can
observe when changes occur and extract the properties of such changes. This gives us the ability to observe
any updates in the Ul we want. Moreover, this method also allows testing internal behaviour by hooking into
networking, application logic, or even security-related methods.

However, globally hooking into these methods results in humerous responses being sent to the adapter,
which cannot be fully modelled. For instance, each invocation of a method like TextView.setText() within a
single activity can generate an overwhelming number of low-relevance responses. To mitigate this issue, we
chose to specify the IDs of only those elements we want to observe as explained in Section 3.1.2. While this
unfortunately limits the ability to detect errors caused by unanticipated changes, it remains the only practical
approach to reduce the volume of responses captured in real-time.

As explained in Section 2.2.5, APK les are signed and compressed packages. Therefore, attaching scripts
directly, as can be done with HTML-based user interfaces, is not feasible.

One possible workaround, and our initial idea, was to insert listeners directly into the application's source
code. However, this approach requires access to the source code, e ectively turning the process into grey-box
testing. Additionally, it would require developers to modify their applications solely for testing purposes. For
these reasons, we determined that this approach did not meet the requirements of our method.

Fortunately, while searching for a solution, we came across Frida (see Section 4.2), a tool that enables
dynamic script injection into APK running on a device. Frida allows us to hook into system-level methods and
override their behaviour at runtime. This makes it possible to intercept a method, execute its original logic, and
immediately send a message afterwards. However, to use Friddritteegadget.so  shared library must be

23



CHAPTER 4. FROM DESIGN TO CODE: AN IMPLEMENTATION OVERVIEW

embedded into the APK. This library handles script loading, method hooking, and sustaining communication
with the external server. Embedding this le into APK requires decompiling the APK, modifying its manifest

and library les, and then recompiling it. To streamline this process, we implemented a tool that automatically

injects the Frida gadget into any given APK. The implementation details of this tool are discussed in Section
4.2.

An additional advantage of Frida is its ability to send responses directly to the adapter via an open TCP
socket over ADB. Messages can be sent directly from the JavaScript le injected into the application using
Frida's send() method. Frida maps the message into a JSON format and transmits it over the established
communication channel to the Frida server running in a separate thread within the adapter.

Thanks to this setup, the adapter can simultaneously listen to both Ul changes reported by Frida and
messages from AMP. When a message is received from Frida, it is mapped to the corresponding abstract label
and sent to AMP.

An example of an overridden method in the script is shown in Listing 4.3. A diagram representing the
overall architecture, including Appium and Frida, is presented in Figure 4.3.

1 var supportedTextElements = [

2 "org.wikipedia.alpha:id/progressText",

3 "org.wikipedia.alpha:id/scoreText",

4 "org.wikipedia.alpha:id/primaryTextView"];
5

6 var TextView = Java.use("android.widget.TextView");
7 TextView.setText.overload("java.lang.CharSequence").implementation = function (

text) {
8 var oldText = this.getText() ? String(this.getText()) : "";
9 var newText = text ? String(text) : "";
10 var viewld = "unknown";
11
12 try {
13 var resld = this.getld();
14 if (resld == -1) {
15 var resources = this.getResources();
16 viewld = resources.getResourceName(resld);
17 }
18 } catch (e) {
19 console.log("Error occurred while trying to retrieve element ID for
TextView.setText. Exception: ${e}");
20 }
21
22 /I executing intercepted method
23 var result = this.setText(text)
24 const timestamp = System.currentTimeMillis();
25
26 if (
27 supportedTextElements.indexOf(viewld) !== -1 &&
28 (newText !== "" || oldText !== "") &&
29 newText == oldText
30 ) |
31 send({
32 type: "text",
33 data: {
34 id: viewld,
35 oldValue: oldText,
36 newValue: newText,
37 timestamp: timestamp
38 }
39 B
40 }
41 return result;
42}

Listing 4.3: Frida Hook intercepting TextView.setText calls
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Figure 4.3: Ul Testing Architecture using Appium and Frida

4.2 Frida Injector

As discussed earlier, attaching scripts to compiled mobile applications requires injectifigdaeyadget.so

library into the APK, along with its corresponding con guration lelibfrida-gadget.config.so . This

con guration de nes key parameters such as the interaction mode, target communication address, and port
number. A sample con guration le is shown in Listing 4.4.

{
"interaction": {
"type": "listen",
"address": "0.0.0.0",
"port": 27042,
"on_load": "resume"
}
}

Listing 4.4: Frida gadget con guration le

To automate this process, we developed a tool referred to as Frida Injector. This tool relies on several
additional open-source tools:

apktool , used for decompiling and recompiling APK les,
~ zipalign , used alongside apktool to optimise uncompressed data inside the recompiled APK,
"~ apksigner , used to sign APK les

It is important to note that the resulting APK is suitable only for testing environments, as it is not secure
and should never be used in production.

The Frida Injector takes as input the path to an APK le and debug.keystore le, which is required
to sign the APK after recompilation. This keystore le can be manually generated using kigtool
(included in the Java SDK) or automatically created by Android Studio, the o cial IDE for Android application
development. As output, the tool produces a modi ed APK le containing the injected Frida gadget, without
modifying the original one.

The injection process begins by decompiling the APK. Tildrida-gadget.so le is then placed into
the appropriate subdirectory within théib folder, corresponding to the target Android CPU architecture.
Since Android supports four di erent architectures and each one requires its own version of the native library,
Frida Injector injects the appropriateso le into each directory architecture supported by the application.

Next, the AndroidManifest.xml le is located and modi ed to ensure it includes the necessary internet
permissions, which are required for communication between Frida and the adapter. The manifest is also used
to identify the application's main activity, which serves as the entry point of the application and can be used
to trigger the Frida library upon app launch. Finally, the APK is recompiled, aligned using zipalign, and signed
with the provided keystore.

25



O~NO O WNPRE

o el
AWNRF OO

CHAPTER 4. FROM DESIGN TO CODE: AN IMPLEMENTATION OVERVIEW

4.3 Software-Based Power Pro ler

Power measurement is implemented using two built-in tools in Android: Perfetto and bugreport. We begin
measuring power before the test case starts, speci cally after establishing a connection to the SUT.

First, we record the voltage value for use in further processing. Then, we passxgproto le to
Perfetto, which contains the measurement con guration, and start Perfetto as a background process. The
con guration le is shown in Listing 4.5.

buffers {
size_kb: 10240
fill_policy: RING_BUFFER

}
data_sources {
config {
name: "android.power"
android_power_config {
battery_poll_ms: 100
battery_counters: BATTERY_COUNTER_CURRENT
battery_counters: BATTERY_COUNTER_CHARGE
}
}
}

Listing 4.5: Perfetto .textproto cong le

After the test case is nished and the connection with the SUT is reset in preparation for the next test case,
power measurement is stopped and the three output les are generated.

bugreport.zip that contains the output from the bugreport tool, including information about voltage

changes with corresponding precise timestamps.

~ log.txt that contains all stimuli and responses, along with their variables and timestamps. It also
contains the initial voltage value.

~ trace.perfetto-trace , which is the output le from Perfetto, containing detailed information about

charge and electric current values over time.

The resulting ZIP archive contains all the data necessary for visualizing power consumption over time and
calculating the energy usage of individual interactions. Visualization and data processing are implemented in
a separate web application, described in Section 4.4

4.4 Battery Data Processing and Visualization

This nal program is responsible for processing battery-related data gathered during test case execution.

The processing begins with converting bugreport.zip to a CSV le using ldeal _history _parse.go
script, taken from the source code of Battery Historian, the predecessor of Perfetto. This approach is adapted
from the PowDroid tool, proposed in the work of Boua ar et al. [23].

Once the CSV is generated, we extract voltage changes and their corresponding timestamps. Since the
bugreport le logs all voltage updates during the measurement period, this, combined with the initial voltage
recorded at the start, provides a complete view of voltage uctuations during the test case.

Then we process the Perfetto output le to extract data on electric current and charge. Charge is used to
calculate total energy usage by measuring the overall drop in charge. However, as explained in Section 2.4.2,
this is meaningful only for long-duration tests where the charge drop is measurable. In our setup, it serves as
a secondary validation for current-based energy analysis.

Electric current values are used to compute both cumulative energy usage and power drawn over time.
While querying the trace le, we extract each interval's start and end timestamps, along with the electric
current value. The energy consumed during each interval is calculated using the Formula 2.3. Additionally,
the electric current is used to calculate the instantaneous power draw using Formula 2.2. Voltage is required
for both of those computations and is taken from the bugreport. Since voltage may change during an interval,
we use a weighted average of the voltage values recorded during that period.

Using the computed power data and theg.txt  le, which records all events with timestamps, we
calculate the energy consumed by each interaction. Specically, we measure the energy used from the
moment a stimulus is triggered until the last associated response is received. The complete set of interactions
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and their corresponding energy values is then used to compute the average energy consumption for each
interaction-response pair. This set of calculations serves as the foundation for the nal visualizations.

The power data is visualized as a chart showing power drawn over time, with markers representing each
stimulus and response. To align events with the y-axis values in the power chart, we use interpolation, since
most event timestamps do not match a sampled power data point. We apply NumPy's np.interp() method to
estimate the power at each event's occurrence. Additional features include options to choose which actions
are displayed on the chart and the ability to zoom in and out for improved visibility.

Finally, energy data for each interaction is presented in two tables with columns for the stimulus including
the selector name, timestamp, (mean) energy used, (mean) duration, (mean) power drawn, and all subsequent
responses. An option is available to view detailed response data.

The web interface is developed using Dash, a Python-based framework designed for creating interactive,
data-driven web applications.
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Chapter 5

Gauging Ul behaviour and energy
e ciency through MBT: Case Study
Analysis

We evaluate our framework through two case studies. This chapter rst describes the selected applications
and their modeled use cases, and then presents the results and insights obtained from each case study.

5.1 Case study: Quiz App

The rst case study was carried out on the Quiz Ahpan open-source mobile application. This application
was selected because its source code is available, its relatively deterministic behaviour makes it easier to
model, and it uses local storage that can be reset after each test case.

5.1.1 System Under Test: Overview

The Quiz application is a simple mobile application written entirely in Java and adhering to standard develop-
ment best practices. It consists of several interfaces, including: the login page, registration page, home page,
quiz page with options to choose from four di erent categories, rules page, game history, and password edit
page. In our case study, we focused on modeling only a subset of these pages, speci cally those that allowed
us to validate system responses, such as error messages during login or registration. Figure 5.1 shows the
modeled pages and the ow between them.

5.1.2 Use cases

Below, we present the user actions included in our model:

Registration { The user can create a new account by providing a username, email, and password. This
action may lead to di erent responses depending on the provided data.

{ Providing an email in the correct format (not already associated with an existing account), along
with a username and password, results in successful registration and redirection to the home page.

{ Omitting any of these three elds, using an already registered email, or providing an incorrectly
formatted email triggers an error alert.

" Log in { The user can log into the application by providing valid credentials for an account created
during registration.

{ Providing the correct username and password results in successful login and redirection to the
home page.
{ Leaving any eld blank or providing incorrect credentials triggers an error alert.

Password edit { The user can change their current password to a new one.

https://github.com/hellosagar/Quiz-App
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{ Providing the correct current password, a hew password, and con rming the new password leads
to a successful update.

{ Providing an incorrect current password or mismatching the con rmation triggers an error alert.

~ Playing game { The user can choose to play a math quiz. Each game consists of 5 di erent questions
selected from a pool of 10 available questions. The user can answer questions correctly or incorrectly.
After submitting all answers, nal results are shown, including the number of correct and incorrect
answers, the score for the current game, and the user's overall score.

" Log out { The user can log out of their account. This results in redirection to the login page.

Figure 5.1: The Quiz App modeled pages ow

5.1.3 SUT Modelling

Because of the lack of formal speci cation and requirements for the SUT, our model is based on analysis of
the application's behavior and its source code. Additionally, we utilized the Layout Insgeadouilt-in tool

in Android Studio for examining the Ul hierarchy. This tool allowed us to e ciently identify and extract the
IDs of the Ul elements included in our model.

We began by modelling the behaviour of the application, including its non-deterministic behaviours and
randomised stimuli selection. This means each test case is di erent, as path depends on stimuli randomly
selected by AMP. This increases the likelihood of uncovering context-speci ¢ errors. Such behaviour can be
explained using the example of the registration use case. The registration page contains three text elds:
username, email, and password, that must be correctly lled out for successful registration. In a real-world
scenario, users may |l these elds in a di erent order and with varying combinations of correct or incorrect
values. To simulate this behavior, we de ne a repeat loop with di erent options that represent possible
interactions with the SUT in the current state. After an option is chosen and executed, the process returns
to the beginning of the loop and randomly selects another option. This repeats until the process chooses an
option with agoto statement that redirects execution to a di erent state. In our case, this could be the return
button leading back to the login page or a successful registration redirecting to the home page. A snippet
of code representing this use case is shown in Figure 5.2. The complete model implementation covering all

2https://developer.android.com/studio/debug/layout-inspector
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speci ed use cases and its visualisation are presented in the appendix section (see Listing A.1, A.2 and Figure
A.1). Additionally, below we present the list of all stimuli and responses used for modelling Quiz App:

~ Stimuli
{ click { Clicking an element speci ed by the type of selector and its value.
{ fill _in { Entering text into a speci ed text eld.

" Responses

{ text _changed{ Change of a text element, with data about the element ID, old value, and new
value.

{ activity _changed{ Redirection to a new activity.

{ toast - toast® rendered within activity, with data about alert message

Figure 5.2: In nite loop representing registration use case

Shttps://developer.android.com/reference/android/widget/ Toast
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During the initial tests, our model found two errors. Error alerts in response to empty text elds on the
edit password page displayed incorrect messages. The message values de nedstnirtge.xml  le did
not match those shown in the alert elements. Screenshots of the incorrect behavior alongside the correct alert
messages are shown in Figure 5.3. This example demonstrates the ability of our adapter to identify incorrect
behaviour of the SUT.

(a) Incorrect alert message

(b) Alert messages de ned in the XML le

Figure 5.3: Quiz app edit password error
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After encountering an error, AMP stops the entire test case. This not only limits the possibility of
identifying further errors but also interrupts power measurements. To mitigate this issue without modifying
the source code of the tested application, we adjusted the model to re ect the incorrect implementation and
added an error note to the corresponding transition to mark the behavior as incorrect in AML model. Figure
5.4 shows a section of the test trace where the initial error occurs, and Figure 5.5 shows the test trace after
modifying the model with the error note.

Figure 5.4: AMP test trace representing edit password error

Figure 5.5: AMP test trace with incorrect behaviour marked with the note
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5.1.4 Results
Functionality

We executed a 1000-step test case on the Quiz App to evaluate the capabilities of our PoC. As previously
discussed, the tool successfully identi ed two functional errors in the application, speci cally incorrect error
alert messages. The test case achieved 89% transition coverage. The remaining uncovered transitions are
primarily due to the model's non-deterministic nature, especially the randomised selection of math quiz
guestions. However, 100% coverage could be achieved by increasing the number of steps in the test case.

Figure 5.6: Test case coverage presented in AMP

Energy e ciency analysis

Figure 5.7 show the application's power consumption over time and its overall energy usage measured by
Perfetto: 741.13 J using current-based calculations and 712.87 J using charge-based calculations. Figure 5.8
provides close-up views of the most signi cant spikes, which align with activity transitions and indicate that
rendering a new page is particularly power-intensive. The most prominent spike in power draw, occurring
at approximately 10 seconds, presented in Figure 5.8a, corresponds to rendering the Registration page. The
second highest spike corresponds to successful registration and redirection to the Home page.

Figure 5.7: Power drawn chart for Quiz App

Similar results appear in the table of mean energy usage and power draw of aggregated interactions
(see Figure 5.9). According to collected data, lling the text area is the most energy-intensive interaction,
occupying top positions when the table is sorted by total energy usage. (see Table 5.9a). However, total energy
consumption is heavily in uenced by interaction duration, and as shown in Table 5.9b, these interactions are
also among the longest. Therefore, we added a mean-power column to the table to re ect average power
draw. When sorted by mean power, the creation of a new user and redirection to the Home page appears to
be the most power-intensive interaction, nearly twice as high as the next one. This may be due to database
communication, but it can also be caused by the background noise, since registration occurs only once during
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